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Chapter 6

Stochastic copula

6.1. MODEL FORMULATION AND ESTIMATION

In this section we introduce the stochastic copula model. As the basic
concepts related to copulas have been formulated in Section 5.1.3, we do
not repeat the argument. Common issues related to margin modeling
are tackled in Section 6.1.1. The dynamic copula model is formulated in
Section 6.1.2. The estimation method is discussed in 6.2, with diagnostic
issues forming the contents of 6.3. Section 6.4 describes our empirical
application.

6.1.1. Data transformation

In order to focus on the joint dependence structure represented by
the copula parameters, we have to switch to the uniform representa-
tion of univariate marginal distributions. For that purpose, we follow
the methodology employed in Patton [2006] and Dias and Embrechts
[2004]. First, we fit an ARMA(1,1)-GARCH(1,1) with t-distributed er-
rors model to each coordinate and then construct probability integral
transforms of the extracted residuals:

ui,t = Fi(εi,t) ,

where Fi is the marginal univariate cdf of the residual for coordinate i.
The “standardized” sample obtained in that way will be referred to as
pseudo-copula data. Given these, we can estimate the copula parameters
through MLE:

θ̂ = argmax
T∑

t=1

ln cθ(u1,t, . . . , un,t) . (6.1)
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The general principle is identical to Maximum Likelihood Estimation
(MLE) – the difference with the usual setting is that for stochastic cop-
ula models likelihood can not be computed analytically and numerical
evaluation is necessary. For that purpose, we employ the Efficient Im-
portance Sampling (EIS) method, which is discussed in detail in Section
6.2.

6.1.2. Model setup

Specifying the functional form of our state space model consists of de-
scribing the dynamics of the latent and observable layers, as well as the
link between the two. We assume that the latent signal Zt comes from
a Gaussian autoregression:

Zt =
m∑

i=1

ΘiZt−i + Θ0εt , εt iid N(0, I) . (6.2)

Since our focus is on the dependence structure rather than the dynamics
in the margins, we assume the observable time series {Yt} is distributed
according to a C copula with time-varying parameter αt:

F1,t(Y1,t), . . . , Fn,t(Yn,t)
∣∣Zt : t ∈ Z ∼ Cαt , (6.3)

where αt = G(Zt) for a certain mapping G, Yi,t are coordinates of the
n-dimensional time series {Yt} and Fi,t are their respective univariate
cdf’s. The temporal dependence between {Yt} at different time instants
comes only through αt: conditional on Zt : t ∈ Z, the observations
coming from Cαt are independent.

There are obviously many possible choices for the copula C. See
Nelsen [2006] for popular examples of parametric copulas. Aiming for
a compromise between simplicity and flexibility, we take C to be an
Archimedean copula. This class of copulas is defined through a special
form of their cdf:

C(u1, . . . , un) = ϕ−1 (ϕ(u1) + . . . + ϕ(un)) , (6.4)

where ϕ is a generator function. For an extensive discussion of
Archimedean copulas, the reader is referred to Joe [1997]. From the
point of view of our application, one feature of the Archimedean copulas
is worth mentioning – this class of copulas allows for a straightforward
way to deal with missing values. If we have a d-dimensional copula with
parameter α, then a (d− 1)-dimensional margin, obtained by replacing
one coordinate with unity, is still an Archimedean copula with the same
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parameter α. This follows trivially from going to the limit uk → 1 in
(6.4).

Together, equations (6.2) and (6.3) define our state space model
parametrized by Θ = (Θ0,Θ1, . . . ,Θm). The estimation method based
on importance sampling is discussed below.

6.2. EIS ALGORITHM

As mentioned in Section 6.1.1, we estimate our model using a maxi-
mum likelihood approach. The main problem with evaluating the likeli-
hood in our context stems from the fact that the latent process Zt enters
the model in a non-linear way, so the likelihood function depends on a
high-dimensional integral. We have to integrate out Z = {Z1, . . . , ZT }.
A number of approaches has been put forward to handle this issue in the
context of Dynamic Latent Variable (DLV) models. Those include the
seminal paper Durbin and Koopman [1997], who propose a method of
approximating the model of interest with a linear Gaussian state space
model. In the context of popular SV models, Gallant and Tauchen
[1998] employ reprojection techniques, while Kim et al. [2003] address
the problem using a particle filter algorithm. Owen and Zhou [2000]
analyze different IS approaches to low-dimensional DLV problems. For
a literature review on the topic, the reader is referred to Richard and
Zhang [2007].

In this section, we briefly introduce the Efficient Importance Sam-
pling (EIS) method for likelihood evaluation closely, following the line
of Richard and Zhang [2007]. For a complete discussion the reader is re-
ferred to Danielsson and Richard [1993], Liesenfeld and Richard [2003],
and Richard and Zhang [2007]. The specification for our stochastic cop-
ula context is given at the end of the section.

Let Yt be an n-dimensional vector of observable random variables
and Zt an m-dimensional vector of latent variables, for t = 1, . . . , T .
Denote by f(Y,Z; θ) the joint density of Z = {Z1, . . . , ZT } and Y =
{Y1, . . . , YT } indexed by an unknown parameter θ. The likelihood asso-
ciated with Y is given by

L(θ,Y) =
∫

f(Y,Z; θ) dZ , (6.5)

which can be factorized into a product of conditional densities:

L(θ,Y) =
∫ T∏

t=1

f(Yt, Zt|Yt−1,Zt−1, θ) dZ . (6.6)
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Here, Yt−1 = {Y1, . . . , Yt−1} and Zt−1 = {Z1, . . . , Zt−1}. Assumptions
related to the dynamic structure of the latent process can formulated in
terms of the additional factorization:

f(Yt, Zt|Yt−1,Zt−1, θ) = g(Yt|Zt,Yt−1, θ)p(Zt|Zt−1,Yt−1, θ) , (6.7)

where p and g are conditional densities of the observable and latent
processes, respectively. A “natural” MC estimate of the likelihood is
based upon drawing sample paths from the sequence of densities p, which
are directly obtained from the statistical specification of the model. This
ignores the fact that the observable variables Y contain information on
the latent process as well. As a result, such estimates exhibit very large
variance and require a large number of draws.

In order to solve this problem, the EIS method aims at finding sam-
plers such that the information on Zt contained in Yt is exploited. Let
{m(Zt|Zt−1, at)}T

t=1 be a sequence of auxiliary samplers indexed by the
parameters A = {at}T

t=1. For N generated latent process trajectories
and {Z̃(i)

t (at)}T
t=1 , a sample path from the sequence of auxiliary sam-

plers m, the importance sampling estimate of the likelihood is given
by

L̃(θ,Y,A) =
1
N

N∑

i=1





T∏

t=1




f

(
Yt, Z

(i)
t (at)

∣∣∣∣Z
(i)
t−1(at),Yt−1, θ

)

m

(
Z

(i)
t (at)

∣∣∣∣Z
(i)
t−1(at), at

)








.(6.8)

The main idea behind EIS is finding a sequence of auxiliary constants
{at}T

t=1 providing a good match between the numerator and denomi-
nator in (6.8), so that the variance of L̃ is minimized. The problem
is high dimensional in typical applications and therefore we break the
task into a sequence of manageable low-dimensional optimization sub-
problems. As it is not possible to secure a match between f and m
on a period-by-period by basis (independently of each other), we con-
struct a positive functional approximation k(Zt, at) to the joint density
f(Zt, Yt|Zt−1,Yt−1, θ). An additional requirement is that for a given
pair (Y, θ) the function k is integrable w.r.t. Zt. Interpreted in Bayesian
terms, this means that k is a density kernel for m, given by

m(Zt|Zt−1, at) =
k(Zt; at)

χ(Zt−1, at)
where χ(Zt−1, at) =

∫
k(Zt; at) d Zt .(6.9)
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Jointly, this gives us a recipe for obtaining the auxiliary constants â. We
need to solve a sequence of low-dimensional least squares problems:

argmin
at

N∑

i=1

{
ln

[
f(Yt, Z̃

(i)
t |Z̃(i)

t−1,Yt−1, θ)χ(Z̃(i)
t ; ât+1)

]
− ct − ln k(Z̃(i)

t ; at)
}2

.

(6.10)

The EIS estimate of the likelihood is obtained by substituting {ât}T
t=1 for

{at}T
t=1 in equation (6.8). The procedure described above for producing

optimal auxiliary samplers m(at) is repeated iteratively until conver-
gence. In order to ensure the convergence of ât to fixed values, it we use
the method of Common Random Numbers (CRN). The underlying idea
is that for any sampling density, the latent sample paths {Z̃(i)

t } are ob-
tained by deterministic transformations of a fixed set of T ×N uniform
random variates. For a more elaborate discussion of this approach, the
reader is referred to Devroye [1986] or Heikes et al. [1976].

6.3. SIMULATION AND DIAGNOSTICS

In order to get more insight into the data requirements, we conduct
a simulation experiment. We generate the data according to the model
in (6.2) and (6.3) and estimate the parameters. We vary the number
N of samples used, as well as the length T of the sample. To measure
the quality of the estimation procedure, we plot the smoothed latent
signal in Figure 6.1. The smoothed estimate is obtained by adapting
the generic method of Durbin and Koopman [1997] to our context.

In order to focus our attention on the general properties of the
method, we pick a setting for the experiment matching the model we
shall fit to the empirical data. This means we assume that the latent
signal Zt in (6.2) is an AR(1) Gaussian autoregression, the copula C is
the Clayton copula defined through the generator function

ϕ(u) =
1
α

(
u−α − 1

)
, α > 0

and the – possibly time-varying – parameter of the copula is taken as
an exponent of the latent signal (to ensure it remains positive):

αt = exp(Zt) .

In order to evaluate the viability of our method, we conducted a small
simulation study, the results of which are reported in Tables 6.1 and 6.2
below. For each combination of parameters (θ1,T , N) we generated M =
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50 samples from the dynamic copula and then estimated the parameters
of the model. The results in each cell are the average over realizations
and (in brackets) the standard error of the simulation results.

θ1 T=100 T=250 T=500
0.85 0.81(0.20) 0.82(0.16) 0.85(0.08)
0.90 0.86(0.17) 0.88(0.16) 0.90(0.14)
0.95 0.92(0.10) 0.93(0.09) 0.94(0.03)
0.97 0.97(0.14) 0.96(0.07) 0.97(0.02)
0.99 0.98(0.11) 0.97(0.03) 0.99(0.04)

Table 6.1: Fixed: θ2 =
√

1− θ2
1, N = 100. Varying: T, θ1.

θ1 N=100 N=200 N=500
0.85 0.80(0.20) 0.81(0.18) 0.82(0.17)
0.90 0.86(0.17) 0.87(0.16) 0.87(0.15)
0.95 0.92(0.10) 0.92(0.18) 0.93(0.08)
0.97 0.97(0.14) 0.95(0.16) 0.94(0.15)
0.99 0.98(0.11) 0.98(0.06) 0.99(0.16)

Table 6.2: Fixed: θ2 =
√

1− θ2
1, T = 100. Varying: N, θ1.

The tables presented above allow us to draw certain conclusions.
First, the higher the AR parameter θ1, the easier the model is to iden-
tify – as a result, the average over simulation-based estimates is closer
to the genuine data generating process (DGP). Second, increasing the
sample size T has a significant impact on the accuracy of the estimation
procedure – the ”averaged” point estimates are closer to the real values
and the associated standard errors decrease. Third, as shown in Table
6.2, increasing the number of samplers N has a very limited effect on
the quality of the estimates if the associated sample size is small.

We obtain the smoothed signal as well as its variance – which gives
rise to the error bounds in Figure 6.1. Except for a few rapid jumps,
most of the variation of the signal lies within one standard deviation
from the smoothed signal value.

The pseudo-copula data ui,t defined in Section 6.1.1 are also very
convenient for testing the goodness-of-fit of our model. Given a copula
we can transform the coordinate series into i.i.d. uniform variables, as
follows. Suppose that the random vector U = (U1, . . . , Un) is distributed
according to the copula C. Let Ci denote the marginal distribution
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Figure 6.1: Smoothed signal vs actual one – simulated example

function of (U1, . . . , Ui):

Ci(u1, . . . , ui) = lim
∀ j>i uj→1

C(u1, . . . , un). (6.11)

Note that C1(u1) = u1 and Cn(u1, . . . , un) = C(u1, . . . , un). Further-
more, if the conditional distribution function of Ui given U1, . . . , Ui−1 is
denoted by

Ci (ui|u1, . . . , ui−1) = Pr(Ui ≤ ui|U1 = u1, . . . , Ui−1 = ui−1)

=
(

∂i−1Ci(u1, . . . , ui)
∂u1 . . . ∂ui−1

)
/

(
∂i−1Ci(u1, . . . , ui−1)

∂u1 . . . ∂ui−1

)
,

(6.12)

then the random vector

(U1, C2(U2|U1), . . . , Cn(Un|U1, . . . , Un−1))
′

possesses an independence copula, i.e. the coordinates of this vector are
i.i.d. uniform variables, cf. Junker and May [2005].

In the time series context we apply this to the vectors Ut and condi-
tional copulas C. If the copula-model is correct, then the vectors

(U1,t, C2(U2,t|U1,t), . . . , Cn(Un,t|U1,t, . . . , Un−1,t))
′ t = 1, . . . , T,

are an i.i.d. sample from an n-dimensional independence copula.
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Thus we can test the goodness-of-fit of our model by performing tests
of uniformity. For instance, we can perform a chi-square test based on
a partition of the support [0, 1]n of the copula into areas of equal size.
This approach works both in the constant and time-varying cases. A
particularly attractive feature of this test from the context of our model
based on the Clayton copula is that the the functions Ci (ui|u1, . . . , ui−1)
have closed form representations, satisfying a recursive relationship. See
the appendix for the derivation.

6.4. EMPIRICAL ILLUSTRATION

A primary area of application for dynamic models of extreme de-
pendence is credit risk. Credit Default Swap Index is a credit derivative
used to take a position on a basket of credit risky entities. There are two
classes of CDS indices: CDX (containing North American and emerging
markets) and ITraxx, containing companies from the rest of the world.
In order to illustrate our model performance we use daily sampled re-
turns from the companies forming the investment grade CDX for the
North American market.

Cleaning the data yields 2516 daily observations spanning the period
from January 1997 to December 2006. For the sake of our case study,
we pick two companies characterized by the largest pairwise dependence
within the sample: Kraft Foods and Kruger Co. Both of these names
belong to the food industry, which offers some additional insight on an
economic level.

We are interested in capturing the joint downward movements of the
series in question – represented by a single parameter. We use the speci-
fication familiar already from Section 6.3 and assume that the underlying
process Zt driving the dynamics is a univariate Gaussian autoregression:

Zt = θ1Zt−1 + θ2εt, with εt ∼ N(0, 1) . (6.13)

To complete the specification, we need a copula C describing the depen-
dence structure of our data. Our focus is on lower tail dependence, so an
appropriate copula for that problem is the Clayton one, with generator
given by

ϕ(u) =
1
α

(
u−α − 1

)
, α > 0. (6.14)

The lower tail dependence coefficient is given by a simple transformation
of the parameter:

λL = 2−
1
α . (6.15)
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Functional specification (pdf, cdf, generator and derivatives) necessary
for the implementation of the MLE procedure are given in the appendix.
Jointly, this means our model is parametrized with θ = (θ1, θ2).

Given (6.13) and (6.14), we need to specify the quantities discussed
in Section 6.2 for our model. The process {Zt} is a univariate Gaussian
AR(1) process, with conditional distribution

Zt|Zt−1, Yt−1, θ ∼ N(θ1Zt−1, θ
2
2) ,

so the conditional density p(Zt|Zt−1, Yt−1) is Gaussian. To simplify the
notation, we focus our attention on the (already transformed) uniform
data and refer to those as our observable process {Yt}. Therefore, the
process {Yt} in our case study has a distribution given by a bivariate
Clayton copula with density

g(Yt|Zt,Yt−1, θ) =
1∏

i=0

(1+αt) (Y1,tY2,t)
(−(αt+1))

[
2∑

i=1

Y −αt
i,t − 1

]− 2αt+1
αt

,

where αt = exp(Zt). This gives us a specification for the joint density
f(Yt, Zt|Yt−1,Zt−1, θ) as defined in (6.7). Also, we can now derive the
function χ needed for the iterative step of the EIS algorithm:

χ(Zt−1, at) ∝ exp
{

µ2
t

2σ2
t

− (θ1Zt−1)2

2θ2
2

}
,

where µt and σ2
t are the parameters of the auxiliary sampler m at time

step t and are given by

σ2
t =

θ2
2

1− 2θ2
2a2,t

, µt = σ2
t

(
θ1Zt−1

θ2
2

+ a1,t

)
,

with a1,t, a2,t being the auxiliary constants introduced in Section 6.2.
Estimated on our data set, the model specified above yields θ1 = 0.96

and θ2 = 0.13 – the standard deviations of the parameters equal 0.11
and 0.04, respectively. This is in line with the conclusions from the
literature on stochastic volatility: in order to be identifiable, the latent
signal must be persistent (in case of our specification, this implies a high
value of the autoregression parameter). See Hwang et al. [2007] for a
discussion in the financial context, as well as Beck [1986] and Niu and
Fisher [1998] for a more general view of the topic.

Figure 6.2 shows the recovered (smoothed) tail dependence coeffi-
cient λL(t) = 2exp(−Zt) plotted against the constant version λL ≡ 0.62,
represented by the solid line. We can clearly see that the time variation
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Figure 6.2: Lower tail dependence: dynamic vs constant (em-
pirical)

is significant and shows a systematic pattern. As both series under in-
vestigation belong to the services sector, the general level of dependence
(constant version) is quite high. It decreases systematically throughout
the period 1997 - 1998, reaching a global minimum within our sample
in December 1998. From the minimum, we see a steady increase in the
level of tail dependence, with a sharp jump around the end of 2001. The
entire post 2001 period is characterized by tail dependence above the
level implied by the constant model, with just a few minor excursions
below that level.

Figure 6.3 gives the sampling weights from the estimation procedure.
The fact, that they are all of comparable magnitude testifies to the
stability of the EIS procedure applied to the empirical data.

We conducted the diagnostic test from Section 6.3 – the pseudo-
copula data was transformed using a quantile function of the standard
normal distribution, and then subjected to the Kolmogorov-Smirnov test
for normality. The “constant” version of the model was rejected, with
a p-value of 0.02, while the test did not reject the time-varying version,
yielding a p-value of 0.71.
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Figure 6.3: Sampling weights (empirical)

6.5. CONCLUSIONS

In this paper we propose a copula-based time series model based on
a copula from the Archimedean family. The proposed construction has
a number of useful features, both from a theoretical and practical point
of view.

First, the proposed dynamic copula models is parameter-driven. Sec-
ond, our model is aimed directly at accurate modeling of extreme behav-
ior in the lower tail of the distribution. Third, the dependence structure
has an intuitive parametrization in terms of the lower tail dependence
coefficient – a crucial quantity in credit risk management. Also, the
construction can be directly implemented in high dimensions and, un-
like previous results in the field, does not rely on an assumption of a
bivariate random vector of observables. Finally, estimation procedure
can be conducted using a generic EIS method.

We apply the model to two CDX indices and find, that the fit pro-
vided by a dynamic tail dependence coefficient is superior to that of the
time-invariant model.
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APPENDIX A: CLAYTON COPULA

The Clayton copula belongs to the class of Archimedean copulas,
with cdf defined via the relationship:

Cα(u1, . . . , un) = ϕ−1

(
n∑

i=1

ϕ(ui)

)
,

with the generator and its inverse given by, respectively:

ϕ(u) =
1
α

(
u−α − 1

)
ϕ−1(u) = (1 + αu)−

1
α . (6.16)

After simplifying the above, we can see that the cdf is given by

Cα(u1, . . . , un) =

(
n∑

i=1

u−α
i − (n− 1)

)− 1
α

. (6.17)

for a strictly positive real parameter α. Differentiating the above display
we obtain:

cα(u1, . . . , un) :=
∂nCα(u, v)
∂u1 . . . ∂un

(6.18)

=
n−1∏

i=0

(1 + αi)

(
n∏

i=1

ui

)−(α+1) [
n∑

i=1

u−α
i − (n− 1)

]−nα+1
α

.

Redefining the log-density as a function of the parameter

l(α) := ln cα(u1, . . . , un) ,

we need to compute l̇ and l̈ for evaluating the Hessian. The first deriva-
tive w.r.t. to the parameter is given by:

l̇(α) =
n−1∑

i=0

i

iα + 1
− ln

(
n∏

i=1

ui

)
+

1
α2

ln

(
n∑

i=1

u−α
i − (n− 1)

)
(6.19)

+
(

n +
1
α

) ∑n
i=1 u−α

i lnui∑n
i=1 u−α

i − (n− 1)
.
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Denote

f1 =
n−1∑

i=0

i

iα + 1
− ln

(
n∏

i=1

ui

)
,

f2 =
1
α2

,

f3 = ln

(
n∑

i=1

u−α
i − (n− 1)

)
,

f4 =
(

n +
1
α

)
,

f5 =
∑n

i=1 u−α
i ln ui∑n

i=1 u−α
i − (n− 1)

.

Using this notation, the second derivative can be expressed as:

l̈(α) = ḟ1 + ḟ2f3 + f2ḟ3 + ḟ4f5 + f4ḟ5 (6.20)

where

ḟ1 = −
n−1∑

i=0

i

(iα + 1)2
,

ḟ2 = − 2
α3

,

ḟ3 =
∑n

i=1 u−α
i ln ui∑n

i=1 u−α
i − (n− 1)

,

ḟ4 = − 1
α2

,

ḟ5 = −
[∑n

i=1 u−α
i (lnui)2

] (∑n
i=1 u−α

i − (n− 1)
)− (∑n

i=1 u−α
i lnui

)2

(∑n
i=1 u−α

i − (n− 1)
)2 .

A related quantity we need in order to evaluate a density is the kth
derivative of the inverse generator:

(ϕ−1)(k) = (−1)k(1 + αu)−
kα+1

α

k−1∏

i=0

(1 + αi) . (6.21)

In order to test the goodness of fit, we need the conditional distri-
bution of C2(u2|u1). Based on the results of Section 6.3, this is given
by:

∂C2(u1,u2)
∂u1

∂C2(u1)
∂u1

= (u−α
1 + u−α

2 − 1)−(1+ 1
α

)u
−(1+α)
1 .
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